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XV6 memory mapping

Global memory mapping
XV6 runs on Sv39 (can use Sv49) RISCV

In RISCV 64 bit arch, (https://www.kernel.org/doc/html/next/riscv/vm-layout.html)
you must have bits 63 - 38 all equal to bit 37 or a page fault will be triggered

So we have the memory mapping as 256 GB block of Userspace, then
Huge gap of addr 0000004000000000 to ffffffbffffffff

and then kernel space where we have fixmap (6 MB) (early scratch area for kernel), PCI
io (16 MB), vmemmap (4 GB)

(array of struct page structures), vmalloc and ioremap (64 GB) (dedicated pool of
addresses to give out during allocation), direct mapping of physical mem (124 GB),
kasan (32GB) (kernel’s address sanitizer) , kernel modeles (2 GB), kernel (2GB)

RISC-V Linux Kernel SV39

Start addr | Offset | End addr | size | WM area description
| | | |
80Poeee0E8006008 | 8 | eeeeed3fffffffff | 256 GB | user-space virtual memory, different per mm
| | | I
| | | |
/000004000000000 | +256 GB | ffffffbfffffffff | ~16M TB | . huge, almost 64 bits wide hole of non-canonical
| | | | virtual memory addresses up to the -256 GB
| | | | starting offset of kernel mappings.
| | | |
I
| Kernel-space virtual memory, shared between all processes:
|
| | | I
ffffffcofeapoees | -228 GB | ffffffcefeffffff | 6 MB | fixmap
ffffffcoffosaees | -223 GB | Ffffffceffffffff | 16 MB | PCI io
ffffffc7ecoaaees | -223 GB | FFFFffcT7FFffffff | 4 GB | vmemmap
ffffffcaeseoceees | -224 GB | ffffffd7ffffffff | 64 GB | vmalloc/icremap space
ffffffdaecosaees | -168 GB | fffffffeffffffff | 124 GB | direct mapping of all physical memory
frfffff7ecoeaees | -36 GB | fffffffeffffffff | 32 GB | kasan
I I | I
|
|
I
| | | I
frffffffecosaees | -4 GB | FFFFFFFF7FFFfeee | 2 GB | modules, BPF
ffffffffseoeeees | -2 GB | ffFfffffffifffft | 2 GB | kernel
I I | I
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Use the link to see a better representation
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Figure 3.2: RISC-V address translation details.

satp stands for Supervisor Address Translation and Protection register - it's the
RISC-V CPU register that controls virtual memory translation. It's the RISC-V
equivalent of x86's cr3 register.

This tells where root page table is, then walk down using each PPN for the next level’s
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table

There’s a TLB available.

The kernel stack pages. Each process has its own kernel stack, which is mapped high so
that below it xv6 can leave an unmapped guard page. The guard page’s PTE is invalid

(i.e.,

PTE _V is not set), so that if the kernel overflows a kernel stack, it will likely cause an

exception and the kernel will panic,

(Can the kernel use direct mapped addresses since it is technically available, why does

it not?)

User space memory mapping
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Figure 3.4: A process’s user address space, with its initial stack.

Trampoline: Process needs a fixed allocated area which can be used by the kernel after a

context switch within the same page table, because hardware doesn’t do that,

trampoline is mapped at the same location for both user space and kernel space doing

this (note: trampoline is a shared entity across all programs and kernel) and this way
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kernel has way of running the code in trampoline which then switches the program
counter to where the code to handle the context switch is.

Trapframe: Store program’s data before going to kernel mode and restore when back
(dedicated per process)

XV6's stack is fixed to 1 page only
It grows downward

Guard prevents it from overflowing into data

Heap is not limited to 1 page but rather by the physical ram available (PHYSTOP) and
MAX VA (both can be defined at compile time using makefile) Heap grows up

Data is program’s data

and text is program’s code
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QEMU boot
PC = 0x80000000

start.c: start()
M-mode setup
Delegate traps

mstatus MPP = Supervisor
mret — main()

main.c: main()
Runs once per hart

y

Kinit()
Initialize physical page
allocator

freerange(end, PHYSTOP)
Walk every 4 KB page
kernel end -~ PHYSTOP

kfree() each page
Push onto kmem freelist
Linked list of struct run




First, the kernel boots in machine mode, switches to supervisor mode, and initializes
the physical page allocator by putting all available physical pages onto the free list.

Kinit()
Physical allocator ready

kvmmake()
Build kernel page table

fiijiJ [[(—————

MMIO Devices J
UARTO

Trampoline Page
VIRTIO disk
s Kernel Text Kernel Data + Free RAM TRAMPOLINE = MAXVA -
R-X R-W PGSIZE
CLINT
R-X, no U

]

Identity mapped

(o

— [

kvminithart()
Write kernel page table
satp
sfence.vma

The kernel then constructs its virtual address space: devices are identity mapped,
kernel text is executable/read-only, kernel data is writable, and the trampoline is
mapped at the highest virtual address
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Kernel page table active

l

trapinit() / trapinithart()
Set stvec = kernelvec

I

procinit()
Allocate kernel stack
+ guard page
for every procf] entry

l

plicinit() / plicinithart()
Enable interrupts

|

userinit()
Create first process: init

l

allocproc()
Find UNUSED slot in proc[]

A

F—J Lﬁ%

proc_pagetable(p)
uvmcreate()
Create empty L2 page table

l

kalloc()
Allocate one page
for trapframe

Map special pages

TRAMPOLINE - R-X, no U
TRAPFRAME - R-W, no U

lﬁ

uvmfirst()
kalloc() one page
Copy initcode binary
Map at VA O
R-W-X-U

|

Initialize process

p->sz = PGSIZE

trapframe.epc = 0
trapframe.sp = PGSIZE

|

p->state = RUNNABLE

‘PdJ




After kernel initialization, xv6 creates the first user process. It gets a trapframe, its own
page table, the trampoline/trapframe mappings, and one page containing the initcode
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Process = RUNNABLE

scheduler()
Pick RUNNABLE process
swtch() into process

userret — trampoline.S
satp < user page table
sfence.vma
Restore registers
sret — user mode

H

initcode.S
Runs in user mode
calls exec(/init")

exec()
kernel/lexec.c

namei() + readi()
Open /init
Validate ELF header

\v

proc_pagetable()
Fresh page table
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+ TRAMPOLINE
+ TRAPFRAME

Load ELF segments -
uvmalloc() — grow address
space
loadseg() — read text/data
Map page-aligned virtual
addresses

3

Create guard page

uvmalloc() extra page
uvmclear()
Remove PTE_U

Create user stack
Map one page above guard
R-W-U

i

Build stack

copyout() argv strings
copyout() argv pointers
argc
fake return PC = OXxIffffffff
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The tiny initcode program i
the real /init program, loa

Install new address space

mmediately calls exec . xv6 replaces its address space with

ding ELW@%%QH?QQ& E?n%ﬁng the stack and guard page.

p->pagetable = new
trapframe.epc = ELF entry

sbrk(n)?
P RUNNING
crowneap  NEW /init Proinireap
Lt?&:xt + data + hean +lstack
n>0 n<0
growproc() growproc()
uvmalloc() uvmdealloc()
kalloc() physical pages uvmunmap()
mappages() kfree() physical pages
p->sz +=n p->sz-=n
- J

R v

Continue running

|
i

uvmcopy()

Create child page table
kalloc() new physical pages
Copy user pages 0 - p->sz

———

Parent
Original physical pages

L

Separate physical pages

Child

Same virtual layout

No

—— =

Running user program
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Page fault / trap
while in user mode?

uservec — trampoline.S

Save registers — trapframe
satp < kernel page table

¢

usertrap()

Decode scause
syscall / device interrupt /
fault

Invalid VA,
unmapped page,
or guard page?

—~ .

Yes No — syscall
syscall()

Dispatch system call
May call kalloc()
uvmalloc(), exec(), fork(),
etc.

= S

usertrapret()

Invalid access

userret restores registers
satp < user page table
sret - user mode

v

Running user program

"g

p->killed = 1
Process will exit

exit() or killed?
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N

Yes

|

freeproc()
proc_freepagetable()

!

uvmunmap()
Remove user mappings

:

uvmfree()

Walk page tables
Free mapped physical
pages
Free page-table pages

!

kfree()
Return physical pages
to kmem freelist

|

Pages available
for future kalloc()

Finally, traps switch execution back into the kernel. Invalid accesses kill the process,
while normal syscalls return to user mode. When a process exits, xv6 walks its page
tables, frees all physical pages, and returns them to the allocator
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